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Abstract—Semantic object part segmentation is a fundamental task in object understanding and geometric analysis. The clear
understanding of part relationships can be of great use to the segmentation process. In this work, we propose a novel Ordinal Multitask Part Segmentation (OMPS) approach which explicitly models the part ordinal relationship to guide the segmentation process in a
recurrent manner. Quantitative and qualitative experiments are conducted first to explore the mutual impacts among object parts and
then an ordinal part inference algorithm is formulated via experimental observations. Specifically, our framework is mainly composed of
two modules, the forward module to segment multiple parts as individual subtasks with prior knowledge, and the recurrent module to
generate appropriate part priors with the ordinal inference algorithm. These two modules work iteratively to optimize the segmentation
performance and the network parameters. Experimental results show that our approach outperforms the state-of-the-art models on
human and vehicle part parsing benchmarks. Comprehensive evaluations are conducted to demonstrate the effectiveness of our
approach in object part segmentation.
Index Terms—Semantic part segmentation, Ordinal multi-task, Recurrent, Part relationship.
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I NTRODUCTION

S

EMANTIC part segmentation, which aims to assign labels
to part pixels, has become a study focus in computer
vision due to its potential in object understanding and
3D modeling. Recent research including public training
datasets [1], [2], [3] shallow [4], [5] and deep models [6], [7]
has greatly improved the accuracy in segmenting rigidobjects [8], [9], animals [10], [5] and human bodies [11], [12].
With these well-segmented parts, better performance in
applications such as object detection [13], pose estimation [14], [15], fine-grained action detection [16] and categorization [17] can be obtained.
To solve the problem of part segmentation, dozens of
models have been proposed in the past decades, which can
be roughly grouped into two categories. The first category
contains models that explicitly represent the relationship
between object parts. For example, Wang et al. [5] built
a hierarchical tree structure to compose parts with basic
boundary landmarks using the spatial relations between
landmarks. Lu et al. [8] proposed a hierarchical graphical
model with appearance consistency to model the pair-wise
landmark relations. For these methods, part relationships
are expressed by classical compositional models so that the
segmentation of one part can affect the others by using
morphological rules. However, methods of the first category
rely on hand-crafted features to extract part features, which
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Fig. 1. Parts from different objects vary remarkably in visual appearances and shapes. Top row: bodies of different cars (marked with blue
contour) have huge variances in appearances and shapes. Bottom
row: wheels of different cars (marked with orange contour) show more
stable appearances and shapes. Segmenting one part of them may have
positive effects on the other.

make it hard to characterize parts with huge variances in
appearances and shapes (e.g., bodies of cars in Fig. 1).
To handle this problem, methods in the second category
implicitly describe the part relationships by adopting robust
deep visual features in end-to-end manners. For example,
some models adopted the encoder-decoder structures to
simultaneously segment multiple parts by using Fully Convolutional Network (FCN) [6], [18] and DeepLab [7], [19].
With these architectures, part relationships can be implicitly described as shape or geometric features in networks.
Liang et al. [12] presented a two-stream network to introduce
human shape features into template regression network.
By employing these robust deep learning frameworks with
the implicit relationship, multiple parts can be segmented
simultaneously with impressive accuracies. However, the
relations between different parts (e.g., shared boundaries,
geometric structures, the appearance consistency among
instances) are less considered.

Fig. 2. Pipeline of proposed OMPS framework. In the forward module, we adopt a weight-sharing network PartNet to extract image-level features
and a task-relevant shallow network PriorNet to encode part-level mask priors. After combining image-level features and prior knowledge, a multitask decoder is constructed to parse each part individually. The recurrent module generates and updates appropriate part priors with an ordinal
subtask inference algorithm. These two modules are conducted iteratively to get the optimal results. The arrows between different subtasks indicate
the ordinal relationships among subtasks (i.e. the results of the former subtasks serve as prior to the latter).

To explicitly explore part relationships within deep
learning framework, we first conduct a set of experiments
with two representative deep models to measure the interrelationship of pair-wise parts by taking one part as input
prior and the other as the output. From these experiments,
we find that various parts have arresting effect on each
other, and most of the parts tend to boost up the segmentation results. Inspired by these findings, we propose several
hypotheses on appearances and shapes to infer the optimal
order of part relationships in segmentation process. Based
on these hypotheses, we propose a novel Ordinal Multitask Part Segmentation (OMPS) approach to model the
part relation with an ordinal recurrent scheme. The system
framework of the proposed approach consists of a forward
module to conduct several subtasks focusing on individual
object parts, and a recurrent module to progressively obtain
knowledge from ordinal priors, as shown in Fig. 2.
In the forward module, input images are first encoded with the weight-sharing network, to extract the common features of different parts. These common features
are then fed into a multi-task architecture that treats the
segmentation of different parts as separate subtasks, and
the segmented masks of these subtasks are then combined
to form the initial outputs. In the recurrent module, an
ordinal subtask inference algorithm is proposed to optimize
ordinal inference and reorganize subtasks by analyzing the
training data and initial segmentation results. After that, the
outputs of the forward module are selected in the inferred
order and fused with the historical priors to form new
mask priors. Features of these priors are extracted with a
shallow network and concatenate with image-level features
to facilitate segmentation of the others. In the last iteration,
the results of N subtasks are fused with a dense-CRF
(see Section 4.2). In this recurrent manner, the relationships
among object parts are explicitly modeled to facilitate the

segmentation process. Experimental results show that our
approach outperforms the state-of-the-art models on three
benchmark datasets, i.e., PASCAL-Person, PASCAL-Car, and
PASCAL-Aeroplane dataset.
The main contributions of this paper are summarized
as follows: 1) we conduct qualitative and quantitative experiments to reveal the interactive effects of different parts
in segmentation which can be used for part relationship
analysis; 2) we propose a novel Ordinal Multi-task Part
Segmentation framework for object part segmentation; 3)
we propose an effective ordinal task inference method that
can be used to infer an optimal order of segmentation of
multiple parts.
The rest of this paper is organized as follows: Section 2
reviews related works and Section 3 shows an experimental
study of the interactive effects of different parts in segmentation. Methodology is presented in Section 4. Qualitative and
quantitative experiments are reported in Section 5. Section 6
concludes the paper.

2

R ELATED W ORK

There has been an increasing research interest on semantic
part segmentation in recent years. In previous decades,
several successful part-level algorithms have been proposed
based on classical visual features, such as Active Appearance Models (AAM) [20] and Deformable Part Models (DPM) [21]. Many typical classifiers, such as Boosting [22], [23],
Random Forest [24], [25] and Shape Boltzmann Machine [4],
are adopted to predict the probabilities of each pixel.
With the breakthrough of deep Convolutional Neural
Networks (CNN) [26], [27], [28], [29] and the proposal of
large datasets [30], [31], [32], semantic segmentation reaches
new height in both accuracy and speed. Long et al. [6]
propose a Fully Convolutional Network (FCN) to obtain

fine-grained pixel descriptors which transform the fully connected layers of classical CNNs into convolutional layers.
Based on this architecture, many neural networks [33], [34]
are proposed to improve the information loss during propagation. Although these models have gained great success
in object segmentation, part-level semantic segmentation is
still a challenging task, due to the various sizes, unstable
appearances, and ambiguous part regions of objects. To
address these challenges, dozens of models have been developed in the last ten years to enhance the expression of
part relationship in the segmentation process. These models
can be roughly summarized into two categories in term of
the modeling form of part relationships.
The first category models the part relationship in an
explicit way which usually adopts hand-crafted features
and pre-defined part relationships. By explicitly organizing different part with their geometric relationship, some
works [5], [35], [1], [8] have yielded impressive results in the
part segmentation of animal categories. For example, Zhu et
al. [35] propose a hierarchical compositional model to cluster
the image contours to form object parts. Wang et al. [5]
develop a novel algorithm to learn the part compositional
model under different viewpoints and poses for certain
animal categories. Chen et al. [1] propose a probabilistic
graphical model to describe the relationship between parts
and holistic objects, which can eliminate the occlusions of
animal detection. Hejrati et al. [36] propose a graphical
model for cars to abstract each part as one graphical node.
Methods of this category describe the part relationship in an
explicit way, which can greatly reduce the confusions among
different parts and therefore achieve notable performance
boost. However, these methods usually rely on hand-crafted
features [37], [38] to describe the part features, which thus
may bring in some limitations.
The second category models part relationships in an
implicit way which usually adopts robust deep visual features. With the proposal of large datasets with part-level
annotations, e.g., PASCAL-Part [1], LIP [2], and Fashionista [3] dataset, plenty of deep models are proposed to
address the part segmentation challenge. Owing to the various scales and changeable appearances of different parts,
several methods [18], [7], [19], [39] have been proposed to
enhance the receptive ability of neural networks. In [19], an
improved version of [7] is proposed to handle the multiscale challenge by adopting multiple atrous convolutions
with various rates. Xia et al. [40] propose a stage-wise
framework to automatically enlarge part regions with precalculated detections and combine the part-level scores with
image-level scores. Liang et al. [41] propose a dynamicstructured semantic propagation network to build a semantic neuron graph by explicitly incorporating the semantic
concept hierarchy into network construction. Chen et al. [18]
propose a two-stream CNN with multiple scales to fuse
context and local features into one network. Hariharan et
al. [39] re-express the last fully-connected layers of FCNs by
adopting hyper-columns as fine-grained pixel descriptors.
For pose estimation, Chu et al. [42] propose a structured
feature learning framework with geometrically transformed
kernels to learn the feature transition of different parts.
The part relations are modeled by a bi-directional tree with
convolutional kernels in deep networks.

Besides these models, there are some other methods
which embed shape or geometric features into deep learning
frameworks. For human parsing, recent works [12], [43],
[44], [45], [46], [47], [48] introduce human pose information or geometric structures to provide high-level guidance for human part segmentation. For example, Liang et
al. [47] model the pair-wise graphical relationship by oversegmented super-pixels, in which the graphical nodes can
be sequentially updated by LSTM. Xia et al. [46] propose
a joint model to refine the segmentation results by supervised pose estimation. Liang et al. [45] propose a selfsupervised structure-sensitive network to simultaneously
estimate human pose and part parsing. Yamaguchi et al. [11]
propose a joint optimization approach to benefit clothing
segmentation and human pose estimation with the garment
retrieval methods [49]. Nie et al. [43] propose a mutual learning model to adapt pose estimations to promote
the part segmentation results. As for animal part parsing,
Wang et al. [10] propose a specific semantic compositional
part grammar to refine part proposals from FCN by fully
connected CRFs. To parse rigid objects with deep features,
Song et al. [9] propose a teacher-student network to learn the
geometric part features from extra synthetic 3D data [50].
However, these works usually rely on the modeling of
geometric structures or pose information. In contrast, our
work focuses on the ordinal relationship in part modeling,
which aims to utilize the prior knowledge to facilitate the
segmentation process.
Multi-Task Learning (MTL) [51] has been adopted successfully across many applications in computer vision, including detection [52] and segmentation [53], [54], [53]. He et
al. [53] propose an effective multi-branch architecture to
predict object masks as well as the bounding box regression.
Dai et al. [54] propose a cascade network for multi-task
learning by fusing knowledge of previous tasks into later
ones. Long et al. [55] propose a prior guided network by
embedding specific prior matrix into fully connected layers. Inspired by these multi-task approaches, our proposed
method organizes the segmentation of different parts as
individual but closely related subtasks.

3

A N E XPERIMENTAL S TUDY OF PART I NFLUENCE

Intuitively, there may be certain influences between the segmentation tasks of various parts. For instance, a perfectlysegmented body of a car may be very helpful to the
segmentation of adjacent parts such as the car window
and light, whereas the mutual influences between the car
window and light may not be as strong. Thus, a concern
naturally arises: how do different parts affect each other in
semantic segmentation and what makes a part useful to the
segmentation process of other parts?
To address this concern, we conduct an experimental
study on the PASCAL-Part-Car dataset [1]. We wish to
explore the performance variations on various parts when
the ground-truth masks of some parts are taken as the
input along with the original images. To investigate the
pair-wise influence between these parts, we design a twostream network, as shown in Fig. 3. The two streams take
the original image and the mask prior (ground-truth) of
a specific part as the input, while their outputs are fused

TABLE 1
Performance of Pair-wise Part Segmentation on PASCAL-Car with Ground-truth Prior. Avgimp : the average improvement with various priors.
Target
Part

Init.

Body

Body
Window
Wheel
Light
Plate
Avgimp

68.97
24.82
43.07
5.14
10.22
-

71.94↑
66.44↑
38.78↑
32.79↑
31.68

Part Used as Prior (FCN)
Window Wheel Light Plate
80.75↑
44.02↑
5.99↑
12.07↑
3.86

76.09↑ 72.88↑ 72.44↑
33.17↑ 40.69↑ 34.53↑
43.74↑ 42.74↓
4.24↓
1.79↓
8.81↓ 6.77↓
3.29
4.25
2.38

Avg ± std

Init.

Body

74.23±7.36
41.03±25.67
48.00±11.70
11.19±16.91
14.13±11.48
-

86.21
63.58
73.91
55.36
47.09
-

90.55↑
84.99↑
82.02↑
75.40↑
23.26

Part Used as Prior (DeepLabv3)
Window Wheel Light Plate
90.98↑
74.85↑
55.22↓
53.11↑
2.90

87.70↑
66.70↑
56.96↑
53.16↑
3.06

86.95↑
65.34↑
74.24↑
44.98↓
0.19

86.53↑
65.94↑
74.65↑
55.26↓
0.83

Avg ± std

87.67±2.53
70.42±13.65
76.53±5.57
49.89±13.35
54.75±12.62
-

TABLE 2
Proportion of Part Size in PASCAL-Car Dataset (%).

Fig. 3. Network architecture in studying the part influence. We use the
prior encoder (blue) to introduce the ground-truth of one part as the prior
into the original baseline model (orange) to predict another part.

to generate the mask of another part. Note that we design
the image stream and the subsequent fusion network with
respect to the classic FCN [6] as well as the state-of-the-art
DeepLabv3 architecture [19]. For the two networks, we first
record their end-to-end performance in segmenting each
part without any priors and then use the ground-truth of
one part as the prior knowledge to test the segmentation
performance of each of the rest four parts. The performance
of various parts on the validation set, measured by the mean
Interaction-over-Union (IoU).
From the results of Tab. 1, we find that most parts have
positive influences on the other parts, while in some cases
the segmentation performance of certain parts slightly drop
even when extra prior knowledge is available in both networks (e.g., wheel to plate, plate to light). These challenging
influences between parts indicate that there may exist an
optimal order to segment various parts. We summarize our
major findings as follows:
The larger, the easier. As shown in Tab. 1 and Tab. 2, large
parts such as body, window and wheel generally gain better
segmentation performance than small parts such as light
and plate. This implies that large parts can be segmented
with high priority.
The nearer, the stronger. By inspecting the performance
variation in Tab. 1, we also find that adjacent parts exhibit
stronger influences on each other than far-away parts (e.g.,
the body to the other parts).
The more complicated, the more sensitive. An interesting
fact in Tab. 1 is that wheels are less sensitive to the priors of
other parts (except body) and thus have a smaller standard
variance of performance variations. This may be caused
by the fact that wheels have more stable appearances than
windows. This also explains the phenomenon that wheels
perform better than windows even when they are slightly

Part

Body

Window

Wheel

Light

Plate

Size

76.55

12.30

8.28

2.07

0.81

smaller. Thus, we can assume that parts with relatively
stable and simple appearances should be segmented with
high priority.
The finer perception, the better performance. Comparisons
between FCN and DeepLabv3 show that DeepLabv3 performs much better than FCN on medium and small parts
such as light and plate. This may be explained by the
usage of multi-scale dilations that enhance the ability of
DeepLabv3 in perceiving small parts at finer scales.

4

O RDINAL R ECURRENT M ULTI - TASK L EARNING

4.1

Problem Formulation

From the conclusions of Section 3, we find that the ordinal
segmentation of multiple object parts has the potential of
achieving better performance than the simultaneous segmentation. To clarify this point, we denote the set of objects
denote as I = {Ik } and the ground-truth masks of their
parts as G = {Gk }. Let ψ(I) be the simultaneous segmentation model, we assume that as the capability of segmenting
object parts increases, there appears an ordered sequence of
part segmentation models (φ1 , . . . , φT ) such that
X
X
ξ(φv (Ik , ρvk ), Gk ), ∀ u > v,
ξ(φu (Ik , ρuk ), Gk ) >
k

k

X
k

ξ(φ

T

(Ik , ρTk ), Gk )

>

X

ξ(ψ(Ik ), Gk ),

(1)

k

where ξ(·) is a performance evaluation metric that measures the consistency between the model prediction and
the ground-truth (the higher, the better). Different from the
simultaneous segmentation model ψ(Ik ) that takes only
the image Ik as the input, an ordinal segmentation model
φu (Ik , ρuk ) takes both the image Ik and the prior knowledge ρuk as the input, while ρuk can be generated from the
segmentation results of previous models (φ1 , . . . , φu−1 ):

ρuk = θ φ1 (Ik , ρ1k ), . . . , φu−1 (Ik , ρku−1 ) ,
(2)
where θ is a model that generates reliable prior knowledge
from the outputs of ordinal segmentation models.

From Eqns. (1) and (2), we can see that the ordinal segmentation of multiple parts can be simplified as iteratively
solving two tightly correlated subproblems:
1)
2)

Training an ordinal part segmentation model φu by
using the latest prior knowledge ρuk ;
Updating φu+1 with the prior knowledge generation model θ(·) using the predictions of φ1 , . . . , φu .

To address these two subproblems, we design an ordinal
recurrent framework, as shown in Fig. 2. The framework
consists of a forward module and a recurrent module that
iteratively segments multiple parts and generate reliable
part priors. In the uth iteration, the forward module uses the
model φu to segment all parts, while the recurrent module
uses the model θ(·) to update the part priors. These two
modules iteratively work until convergence or a predefined
number of iterations is reached. Details of these two modules are described as follows.
4.2

Forward Module

In the forward module, we design the ordinal segmentation
models φu , ∀ u = 1, . . . , T based on the encoder-decoder
architecture of the DeepLabv3 networks. The architecture of
φu is presented in Fig. 4, where we can find two major differences. First, the model adopts a two-stream architecture
that takes a W × H × 3 image (i.e., Ik ) and a W × H × C
mask prior (i.e., ρuk ) as the input, respectively. Note that C
represents of part classes and W ,H represents the width
and height of input image respectively. Second, the image
and the mask prior are separately processed first and then
fused into a shared trunk that enforces the information
sharing between various parts. After that, each individual
part is segmented separately with an independent branch by
solving a binary classification subtask. In this manner, some
branches can focus on perceiving small parts at fine scales
so that they will not be overwhelmed by large parts in the
training and testing processes. Moreover, such a multi-task
decoder performs individual characterization for each part
considering the huge variances in shapes and appearances.
To sum up, the model φu adopts a two-stream multi-task
architecture to make use of part priors and enhance the
ability to perceive various types of object parts.
In training φu , ∀ u = 1, . . . , T , we adopt a dynamic loss
to re-weight different parts. Let acu−1 be the performance
score (i.e., IoU) of the model φu−1 in segmenting the cth type
of part on the validation set. The loss function Lu which is
minimized in training φu can be heuristically updated as

C
X
exp −acu−1
u
L =
wc · Lc and wc = PC
(3)
,
u−1
i=1 exp −ai
c=1
where Lc is the binary cross entropy loss of the cth type
of part. From Eqn. (3), we can see that a perfectly predicted part will have a smaller weight, while the weight of
imperfectly predicted part will gradually increase. In this
manner, the ordinal segmentation models initially focus on
easy parts at the early stage to extract reliable priors and
then emphasize difficult parts at the later stage to refine
their predictions. The proposed multi-task loss is to mine
hard-negative categories in each sample, which emphasize
more on the small and ambiguous parts. Note that the

Fig. 4. Network architecture of the forward module. Our encoder is a two
stream network to extract image features and prior knowledge, while the
decoder consists of multi branches to decode individual part predictions.

training process will be terminated if a predefined number
of iteration times T is reached, or the overall performance
score on the validation set stops increasing.
Our network consists of two encoders which are PartNet
and PriorNet, and one multi-stream decoder φd , as shown
in Fig. 4. The PartNet φpart is a common encoder φd used
to extract features of Ik , while PriorNet φpri is a shallow
encoder used to extract prior features of input ρuk . The
decoder φd predicts the binary segmentation masks for
individual part subtasks. Given image Ik and prior ρuk , the
network φu in the uth iteration can be expressed as:

φu (Ik , ρuk ) = φd (φupri (ρuk ) ⊕ φpart (Ik )),

(4)

where ⊕ denotes the channel-wise feature concatenate operation. In the training phase, the φpart are trained in a
weight-sharing manner in all iterations. In the inference
phase, the φpart contains image-level information can be
extracted only once, while the φpri and multi-task decoder
are progressively updated to get the finer results. In this
manner, our model can be tested with lower computation
and time costs.
However, in the final stage, the direct fusion of multiple
binary masks may lead to ambiguous areas of conflicts
(white regions in Fig. 5b). To address this problem, we
conduct a dense-CRF approach [56] to only re-predict the
class labels of ambiguous areas. Using this method, the
ambiguity in the final prediction can be largely alleviated
(see Fig. 5c).

1) Size. As mentioned in Section 3, large object parts play
important roles in gaining the segmentation performance.
Thus, s (·) denotes the proportion that the input part occupies in image space, which is averaged over the trainingset.

Fig. 5. Effects of CRF fusion. a) input images, b) direct concatenated
predictions without CRF (conflicts are shown in white), c) predictions
fused with CRF, d) ground truth.

4.3

Recurrent Module

As discussed in Section 4.1, with different input sequences
of prior knowledge, the segmentation model φu , ∀ u =
1, . . . , T can be optimized in different gradient directions.
The key question in our iterative optimization approach is
how to generate the best ρu in the uth iteration. Inspired by
Curriculum Learning [57], [58], learning tasks in a proper
order benefits the learning procedure, yielding in much
better results. Inspired by this idea, the principle of our
learning strategy is to design a task selection sequence to
maximize our global criterion ξ(φ(I), G).
Formally, we solve the following minimization problem
to produce the optimal task order:

min

Y∈BT ×N


F (Y) = vec (Y) (E + µC)vec Y0 , s.t.

1 ≤ (su Y − su−1 Y) 1

N ×1

≤ L, ∀ u ∈ {1, · · · , T },

(5)

where Y ∈ BT ×N is a binary indicator matrix, and Y i,j = 1
means that the j th part is selected in the ith step. We set
Y0,j = 0, ∀ j = 1, . . . , N as the initial state. The matrices
E, C ∈ RN T ×N T penalize selection states in different steps
in the current order, which will be explained shortly after.
The additional constraints require that the selected parts in
adjacent steps differ in 1 to L parts, where su ∈ B1×K is
the row selection vector. We use operator vec (·) to stack the
input values into a vector.
The matrix E encodes several observations on part orders discussed in Section 3 in principled manner. Denote
Eu1 v1 ,u2 ,v2 as the penalization incurred after selecting the
part Ov1 in the u1 th step and Ov2 in the u2 th step, where
u1 6= u2 . It is formally defined by
X
Eu1 ,v1 ,u2 ,v2 =
[f (Ov2 ) − f (Ov1 )]+ 1 (u2 > u1 ) ,
f ∈{s,a,e}

(6)
where [·]+ is short for max (·, 0). In essence, Eqn. (6)
defines the order preference of each part by comparing three
kinds of attributes, namely s, a and e, which correspond
to the size, appearance and empirical preference of parts, respectively. f is the enumerated indicator of these attributes.
Thus, the parts with more salient attributes can appear
earlier in the inference order. We summarize the definitions
of these terms as follows:

2) Appearance. Parts with stable appearance provide reliable segmentation cues. We quantize such stability from
two aspects. First, parts with fixed textures (e.g. the car
wheels) have similar appearances across different images.
We characterize the texture smoothness with the Gray-Level
Co-occurrence Matrix (GLCM) [38]. In this metric, the ASM,
CON and ENT indicators [38] are adopted to measure the
variance of region intensities and contrasts. Second, we
directly compute the average inter-image part divergence as
the hamming distances on perceptual hashing features [59].
All the quantities are normalized to [0, 1] and summed to
form q (·), and finally a (·) = 1 − q (·).
3) Empirical preference. Parts better segmented by the
given model φ can be assigned with higher priority to
incorporate reliable part priors earlier. We therefore set e (O)
as the initial IoU segmentation score for each part O.
The matrix C conforms the observation on spatial relationships of nearby object parts. It can be formalized as

C = −Λ−1/2 DΛ−1/2 .

(7)

Here, D ∈ RN T ×N T is a sparse pair-wise distance matrix
that non-zeros only appear between adjacent steps. For steppart combinations of u, v1 and u − 1, v2 , u ∈ {1, · · · , T },
v1 , v2 ∈ {1, · · · , N }, we have
1 X
(8)
d (Ov1 , Ov2 |I) ,
Du,v1 ,u−1,v2 =
|I| I∈I
where d (Ov1 , Ov2 |I) denotes the Euclidean coordinate distance between the bounding boxes of the parts Ov1 and Ov2
in image I . The matrix C is obtained by normalizing D with
Λ, i.e. the diagonal matrix that collects the row sums of D.
Eqn. (5) is a binary quadratic program that is NP-hard.
However, since the number of parts in an object is relatively
small, it can be globally optimized with tree search based
dynamic programming.
Mask prior generation. Given the task order, the remaining problem is how to generate the mask prior in each step,
i.e. the instantiation of θ in Eqn. (9). We adopt a simple soft
memorable procedure to gradually accumulate knowledge
of the parts selected in each step. Assuming that the prior
map for image Ik in the (u − 1)th step, i.e. ρku−1 , is obtained.
Given the parts {Ov |Y∗u,v = 1} selected in the uth step, the
prior map w.r.t. Ov , denoted with ρuk |Ov , is updated with

ρuk |Ov = γ · ρku−1 + (1 − γ) φu−1 Ik , ρku−1 |Ov , (9)
where γ ∈ (0, 1) controls the memorization decay. Despite
its simplicity, we find it work efficiently in our task.
Early Stopping Strategy. Our learning process is performed with limited iterations. Two conditions are further
proposed to stop this process at early stage. First, when our
iterative optimization between models φ and ρ reaches a stable state, the segmentation of all parts cannot be further updated by newly updated prior. Second, segmentation stops
as the newly input prior sequence lead to a performance
reduction. In theory, the mutual relationships between parts
are usually beneficial, but some tasks do not help other

tasks in practice owing to the bad initial segmentation
results of these tasks. Since our ordinal inference algorithm
ranks the tasks according to their positive contributions to
segmentation performance, the harmful tasks usually rank
the latter places in our inferred order, and are thus safe to be
eliminated. In other words, if the current tasks lead to bad
optimization, the iterative process has to be stopped.
Inspired by early stopping strategy [60] in neural network optimization, we propose a simple condition for ordinal task learning. We split the dataset into three partitions:
training, validation, and testing. We compute the differences
of segmentation performance between iterations on the
validation set and stop the process when it comes below a
predefined threshold of 1e−3. If this happens, segmentation
results in the last iteration are kept.

5
5.1

E XPERIMENTS
Experimental Settings

Datasets. We evaluate the proposed approach on PASCALPart [1], which to our knowledge, is the largest dataset
for object part parsing with pixel-level part annotations. It
contains 10103 images of 20 object categories collected from
PASCAL-VOC Challenge. The experiments are conducted
on two main categories of rigid objects, and humans.
For rigid object parsing, we perform the same preprocessing routines with previous methods [5], [10], [8], [9] to
crop the objects from annotated bounding boxes. Different
from these methods, our experiments are settled on a presegmented fore-ground objects. To only evaluate the part
segmentation results without context information, we fill
the background area with image mean value to eliminate
the possible confusions. For each category, we select images
larger than 50 × 50 to ensure that more than one part is
contained in each image. This also ensures that our further
experiments are solely based on part relationships. For
PASCAL-Car dataset, the algorithm yields 435 images for
training, 217 images for validation and 218 images for testing. For PASCAL-Aeroplane dataset, the algorithm yields
292 images for training, 147 images for validation and 146
images for testing.
For human parsing, we conduct our model on PASCALPerson-Part benchmark. This sub-dataset contains images
of multi-person in various scales, which is more challenging
to verify the model generalization in the wild. We adopt
the same annotations of [18], [46], composed of 3533 images
(1716 images for training and 1817 images for testing) of 7
classes, i.e., Background, Head, Torso, Upper/Lower Arms
and Upper/Lower Legs.
Baselines and evaluation metrics. The proposed learning approach can be applicable for the fully supervised
network with encoder-decoder architecture, such as FCN [6]
and DeepLab series [7], [19]. We adopt the state-of-theart DeepLabv3 [19] architecture as our baseline to extract
features and develop our learning approach on this baseline.
To address our forward module of multi-task learning, we
develop the multi-decoder module with a re-weighted loss
function. For [6], [7], [19], we adopt these retrained models
with the proposed training settings for comparisons. In this
paper, we choose the mean Intersection over Union (mIoU)
as our evaluation criteria for all the settled experiments

TABLE 3
Comparisons of Parsing Performances on PASCAL-Car Dataset.
OMPS-Unified denotes only using the model of last iteration for
inference.
Method

Body

Window

Wheel

Light

Plate

Avg.

FCN [6]
DeepLab-FOV [7]
DeepLabv3 [19]

71.37
78.68
83.74

33.06
42.87
63.56

45.21
54.23
69.53

8.92
7.83
48.68

14.62
11.92
38.53

34.63
39.10
60.80

OMPS (Unified)
OMPS (w/o CRF)
OMPS

86.10
86.12
86.26

65.47
65.37
65.21

74.21
75.43
75.54

52.48
55.18
55.05

46.01
48.76
50.50

64.85
66.17
66.51

TABLE 4
Comparison of Parsing Performances on PASCAL-Aeroplane Dataset.
OMPS-M denotes the baseline with the multi-task module.
Model

Body

Engine

Stern

Wheel

Wing

Avg.

FCN [6]
DeepLab-FOV [7]
Deeplabv3 [19]

58.92
62.82
75.16

5.47
11.96
36.36

29.51
41.06
61.59

17.29
30.81
39.96

13.85
23.50
41.18

25.01
34.03
50.85

OMPS-M
OMPS (w/o CRF)
OMPS

77.19
76.83
76.96

35.76
39.15
39.60

63.49
64.57
64.53

44.13
45.97
45.80

41.52
44.37
44.71

52.42
54.18
54.32

owing that it is more sensitive to the segmentation of small
parts compared to other indexes such as pixel accuracies.
Training details and parameters. To reduce the overfitting on the proposed dataset, we follow the data augmentation algorithm of [19] with random crop and flip
operations. Our ordinal task inference algorithm can be
tackled as a pre-possessed procedure which mainly rely on
domain data and its distribution. After obtaining the ordinal
knowledge of tasks, our learning process is composed of
two phases. At the first phase of our strategy, we train the
whole forward module in an end-to-end manner with the
multi-task binary loss in Section 4.2. At the second phase
of our strategy, the pre-trained model of the first phase
is adopted to initialize our weight-sharing backbone. In
each of our training stages, we fine-tune the parameters of
PriorNet which is treated as a prior knowledge extractor.
For [19], we employ the pretrained ResNet101 model on
ImageNet [61] as our backbone and finetune on PASCALPart dataset, while for [6] we adopt the VGGNet [28] as
backbone. Specifically, we fix the super-parameter of [19]
with outputStride = 16 in all our experiments. Our initial learning rate is settled as lr = 0.007 with a weight
decay policy for the two networks and is finetuned with
lr = 0.001. We train the network for roughly 40K iterations
as the basic model and 20K iterations per stage with priors
to finetune.
5.2
5.2.1

Results and Comparisons
Object part parsing

We compare our framework with three state-of-the-art
representative works [6], [7], [19]. DeepLab-FOV [7] and
DeepLabv3 [19] are the initial and newest version of
DeepLab series respectively. For [7], [19] and our model,
we adopt the ResNet-101 network as backbone for fair
comparisons. From the results in Tab. 3, we can see that our

Fig. 6. Segmentation Results on PASCAL-Car and PASCAL-Aeroplane dataset. Our model shows superior performances, especially in parsing
parts with small size and conflicts between classes. DeepLabv3 is the most efficient model with finer results while FCN and DeepLab-LFOV miss
many details in this part parsing task.
TABLE 5
Segmentation Performance of mIoU on Pascal-Person-Part Benchmark. ∗ : re-trained on the proposed dataset. Pose An.: learning with auxiliary
pose annotation. The best performance is viewed in bold.
Method
HAZN [40]
Attention [18]
LG-LSTM [62]
SS-JPPNet [45]
Graph-LSTM [47]
SS-NAN [63]
Str.-LSTM [64]
Joint [46]
MuLA [43]
Deeplabv3∗ [19]
OMPS

Pose An.

head

torso

u-arms

l-arms

u-legs

l-legs

bkg

Avg.

X
X

80.79
81.47
82.72
83.26
82.69
86.43
82.89
85.50
-

59.11
59.06
60.99
62.40
62.68
67.28
67.15
67.87
-

43.05
44.15
45.40
47.80
46.88
51.09
51.42
54.72
-

42.76
42.50
47.76
45.58
47.71
48.07
48.72
54.30
-

38.99
38.28
42.33
42.32
45.66
44.82
51.72
48.25
-

34.46
35.62
37.96
39.48
40.93
42.15
45.91
44.76
-

93.59
93.65
88.63
94.68
94.59
97.23
97.18
95.32
-

56.11
56.39
57.97
59.36
60.16
62.44
63.57
64.39
65.10

84.06
86.08

66.96
69.93

54.26
58.80

52.80
59.02

48.08
52.03

43.59
49.52

94.79
95.61

63.50
67.29

approach provides a notable performance boost in segmentation results: 66.51% mean IoU on PASCAL-Car dataset,
over 5.7% higher than the-state-of-the-art method [19]. To
make a fast inference, we also propose a unified version
in Section 4.1 (denotes as OMPS (Unified) in Tab. 3) that
utilizes the mask of the last iteration as the training data
and is tested with the initial outputs. This fast version
also outperforms DeepLabv3 [19] baseline. To sum up, our
approach can improve the overall segmentation accuracy,
especially for classes with small sizes such as plate and
light. This improvement verifies the effectiveness of our
framework which utilizes the prior tasks to guide the latter
hard ones. In Fig. 6, our approach generates more reliable
results than state-of-the-art methods [6], [7], [19] and better
at handling small parts. For example, in the first row of
cars, the windows are better recognized from its whole body.
Compared to the baseline results [19], the segmentation of
small parts in our results are also clearer and stable, despite
its divergences with the ground-truth labels.
Besides, our approach is flexibly extended to other
categories. We also perform comparisons on PASCALAeroplane dataset and our final model outperforms the
state-of-the-art model [19] by 3.5% (see Tab. 4). Specifically,

our model progressively improves the segmentation results
and the Dense-CRF slightly refines the final results. Our
multi-task learning model (denoted as OMPS-M in Tab. 4)
improves the baseline model by 1.60%. The segmentation
results show that our model is better at handling confusions
between different classes and enhancing the confidence in
small parts, e.g., engines and wheels in Fig. 6.
5.2.2 Human parsing
To validate the proposed OMPS on other categories, we
conduct experiments on the widely-used human parsing
benchmark. We compare our model with 10 state-of-the-art
methods with the reported performances, as shown in Tab.
5. It is worth noting that our model is trained with the
ResNet-101 backbone without the additional pre-training
dataset such as MS-COCO. Especially, in [43], [46], human
pose annotations are adopted as auxiliary information to
facilitate the segmentation process. The retrained baseline
of [19] achieves results of 63.50% mIoU with only pixel-level
part annotations. While [64] generates a little higher result of
63.57% by conducting refinement with super-pixels. Starting from this high baseline results [19], our model generates
the performance of 67.29%, which surpasses the state-ofthe-art models by a margin.

TABLE 6
Performances of Different Architectures with Multi-task Learning on
PASCAL-Car Dataset

TABLE 8
Performances with Different Priors on PASCAL-Car Dataset. (Body:
O1 , Light: O2 , Plate: O3 , Wheel: O4 , Window: O5 .)

Method

Body Window Wheel Light

Plate

Avg.

Stage

Body

Window

Wheel

Light

Plate

Avg.

FCN [6]
FCN-M
DeepLabv3 [19]
DeepLabv3-M

71.37
72.29
83.74
85.49

14.62
14.69
38.53
41.30

34.63
38.79
60.80
63.42

Baseline
φ
{O1 }
{O1 , O4 }
{O1 , O4 , O5 }
{O1 , O4 , O5 , O2 }

83.74
85.49
86.02
86.29
86.12
85.92

69.53
65.12
65.07
65.25
65.37
65.39

63.56
73.92
75.28
75.20
75.43
75.53

48.68
51.28
52.87
53.20
55.18
53.85

38.53
41.30
48.36
48.90
48.76
46.95

60.80
63.42
65.52
65.77
66.17
65.53

33.06
38.63
63.56
65.12

45.21
50.88
69.53
73.92

8.92
17.45
48.68
51.28

TABLE 7
PriorNet Architecture Choice on PASCAL-Car Dataset. (N umB
denotes the number of Res Blocks used in PriorNet.)
Model
Baseline
Shallow
Middle
Deep

N umB

0
4
8
14

Body Window Wheel Light Plate

Avg.

83.74
86.03
86.02
85.43

60.80
65.07
65.52
64.73

63.56
64.95
65.07
65.01

69.53
74.74
75.28
73.68

48.68
52.05
52.87
50.34

38.53
47.60
48.36
49.20

Similar to the results of rigid object categories, the
proposed method shows notable performance boosts in
ambiguous categories, e.g., legs and arms. Our proposed
OMPS improves the segmentation results of lower-arms by
over 6.2% and lower-legs by 6% in mIoU. From the qualitative comparisons in Fig. 8, we can see that the proposed
OMPS gradually optimizes the segmentation results in each
recurrent iteration and helps to enhance the representation
of other parts. The final output with all input priors shows
finer results in resolving ambiguous regions.
5.3

Performance Analysis

In this section, we first evaluate the effectiveness of our
two modules of OMPS, i.e., the forward module and the
ordinal recurrent module. We then present experiments on
influences of segmentation results in different orders. The
efficiency analysis and failure cases are presented at the end
of the section.
Impact of multi-task learning. To verify the generalization of multi-task learning algorithm, we transform the two
representative networks [6], [19] into multi-task decoder architectures which separately process the features of individual parts. We employ multiple binary cross-entropy losses
with dynamic weights instead of the original multi-class
cross-entropy loss in back-propagation. For [6], we place our
multi-task module after the pool5 layers of VGGNet [28].
While for [19], we improve the network by putting our
module after the ASPP. With the same backbone of the two
representative models, our subtask learning algorithm performs notable increments on the proposed benchmark. Tab.
6 shows that the performances of two models are improved
by 4.1% and 2.6% with our subtask learning approach, respectively. This verifies that our subtask learning approach
can improve the perceptive ability of different parts (especially small parts) and reduce the competitions between
conflicted classes.
Design choices of PriorNet. The proposed basic PriorNet is an important component to extract the mask features of multiple priors. To find the best structure for our
network, we explore several network architectures with
different depth for obtaining priors of different masks. Since

Fig. 7. Revolution of results in different iterations on object segmentation. Rec-0 denotes the initial segmentation results of our forward model.

our PriorNet is constructed with Res-blocks, we evaluate
three types of deep networks, which are constructed by the
basic Res-blocks with different feature map sizes. We adopt
number of Res-blocks N umB to evaluate the calculation
consumption of these three networks. Tab. 7 shows that
these models can all provide a notable performance boost
with the single step prior input and model with the medium
depth achieves the preferable results. Interestingly, a deeper
model may achieve better parsing results on small parts
while the shallower one is better at handling large parts,
which can be easily encoded with global information. To
make a compromise, we finally choose the middle model
as our parsing model. This table also proves that our PriorNet is suitable for different depth of models with slight
variations in performance.
Impact of ordinal recurrent inference. To explore the
effectiveness of the ordinal recurrent scheme, we conduct
a set of experiments on two representative categories (i.e.,
car and person) to evaluate our step-wise results. We adopt
DeepLabv3 [19] as our baseline. We set stride L = 1 in our
experiments to explore the revolution in each iteration.
In the segmentation of car class, the backgrounds are
removed to purely explore the mutual relationships of different parts. In each iteration, one newly segmented part
prior is added and the historical priors are fused with the
current outputs. φ denotes the initial segmentation results of

TABLE 9
Segmentation Performances on Pascal-Person-Part Benchmark (view in mIoU). OMPS-M denotes the improved multi-task module. torso denotes
the input prior of torso.
Method

head

torso

u-arms

l-arms

u-legs

l-legs

bkg

Avg.

Baseline [19]
OMPS-M
OMPS (torso)
OMPS (torso+head+larm)
OMPS (all)

84.06
85.15
86.64
86.04
86.08

66.96
69.25
69.75
69.72
69.93

54.26
54.96
57.17
58.99
58.80

52.80
55.55
57.74
57.47
59.02

48.08
49.84
51.58
51.28
52.03

43.59
44.86
45.39
49.04
49.52

94.79
95.34
95.63
95.62
95.61

63.50
64.99
66.27
66.88
67.29

TABLE 10
Different Learning Orders on PASCAL-Car Dataset
Model

Body

Wheel

Window

Light

Plate

Avg.

Baseline
Inverse Order
Random Order
OMPS

83.74
86.04
85.96
86.12

69.53
73.18
74.11
75.43

63.56
64.33
65.16
65.37

48.68
51.79
55.04
55.18

38.53
44.56
46.25
48.76

60.80
63.99
65.30
66.17

TABLE 11
Different Indicators of Ordinal Inference on PASCAL-Car Dataset

Fig. 8. Revolution of results in different recurrent iterations on PASCALPerson-Part dataset.

our forward module, while O1 . . . O5 represent body, light,
plate, wheel and window, respectively. Tab. 8 shows that the
segmentation results can be improved steadily in the first
three steps with the input priors. With the input of mcO2 ,
as our segmentation results decrease beyond our earlystopping threshold, the recurrent scheme will be stopped.
Our final recurrent scheme increases by 5.3% compared
with the original [19]. The visualized results for each iteration can be found in 7, in which the segmentation results
can be steadily improved.
To validate our proposed method with more complicated
settings, we explore the effects of different parts in the
wild. As shown in Tab. 9, the proposed multi-task forward
module improves the performance by 1.49% mIoU, which
enhances the representation of each part. With the input of
largest part torso, the performance boosts from 64.99% to
66.27%. The final model reaches the 67.29% mIoU, while
the results of head and u-arms have a slight degeneration
during the iterations. Note that in the person class, the
performance increases more steadily than that of car class
after each iteration.
Recurrent priors with different orders. We also perform
experiments with different orders to explore the best choice
of order. We randomly generate three sequences of task
selection and adopt the best performance of these three
models as the random results. In Tab. 10, the results show
that all these models in different orders can achieve a performance boost with the proposed framework. The second
row denotes the inverse order of our ordinal inference,
which achieves a lower result of 63.99% mIoU. With the
optimal ordinal inferences, our model generates superior

Model

Body Wheel Window Light Plate

Avg.

Baseline
Size Only
Appearance Only
OMPS (all)

83.74
85.60
86.24
86.12

60.80
65.20
64.78
66.17

63.56
74.69
74.41
75.43

69.53
64.48
66.42
65.37

48.68
52.40
52.76
55.18

38.53
50.94
44.08
48.76

performance, compared to the random order and the inverse order, which further demonstrates the effectiveness of
ordinal inference algorithm.
Indicators of ordinal inference. To further verify the
effectiveness of indicators in Eqn. (5), size, appearance are
adopted as the single indicator to infer the final order combined with the spatial consistency constraint. The second
and third row presents the results with size only and appearance only orders. Solely inferred with these indicators,
the proposed model cannot reach the best performance. Performance comparisons of combined models and the single
indicator models are shown in Tab. 11.
Efficiency analysis. Efficiency of our method and stateof-the-art models on the PASCAL-Person-Part dataset are
compared and analyzed by time and computation cost.
Comparing to 6.0s by [46] and 1.3s by [64] per image in
the inference phase, our model takes less than 350ms per
512 × 512 image on a single consumer NVIDIA 1080Ti
GPU, which adds acceptable inference time comparing to
the baseline [19]. While another fast model [63] with 500ms
inference time generates lower performance. The computation cost of baseline model is about 69.75 GFlOPs. While the
proposed OMPS cost 78.70 + n × 13.1 GFLOPs, where n
is the iteration time of our inference model. Note that our
model can achieve 9% relative improvements with only one
iteration, taking car class as an example.
Failure cases. Although our model generates superior
results than the state-of-the-art models, there are still some
challenges in the real-world images. As shown in Fig. 9,
we exhibit some failure cases of our model. In the first
two rows, our model fails to segment the part with similar
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